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Abstract: The plague of cyberbullying on social media exerts a dangerous influence on
human lives. Due to the fact that online social networks continue to daily expand, the
proliferation of hate speech is also growing. Consequentially, distressing content is often
implicated in the onset of depression and suicide-related behaviors. In this paper, we
propose an innovative framework, named as the trustable LSTM-autoencoder network (TLA
NET), which is designed for the detection of cyberbullying on social media by employing
synthetic data. We introduce a state-of-the-art method for the automatic production of
translated data, which are aimed at tackling data availability issues. Several languages,
including Hindi and Bangla, continue to face research limitations due to the absence of
adequate datasets. Experimental identification of aggressive comments is carried out via
datasets in Hindi, Bangla, and English. By employing TLA NET and traditional models,
such as long short-term memory (LSTM), bidirectional long short-term memory (BiLSTM),
the LSTM-autoencoder, Word2vec, bidirectional encoder representations from transformers
(BERT), and the Generative Pre-trained Transformer 2 (GPT-2), we perform the experimental
identification of aggressive comments in datasets in Hindi, Bangla, and English. In addition
to this, we employ evaluation metrics that include the F1-score, accuracy, precision, and
recall, to assess the performance of the models. Our model demonstrates outstanding
performance across all the datasets by achieving a remarkable 99% accuracy and positioning
itself as a frontrunner when compared to previous works that make use of the dataset
featured in this research.

Keywords: cyber-bullying; deep learning; neural networks; natural language processing

1. Introduction
The World Wide Web (WWW) plays a pivotal role in the substantial growth of social media

platforms [1,2], like Facebook, Twitter, Instagram, and YouTube. These platforms enable
users to share a vast array of information, leading to increased user interactions. However,
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this also leads to an unregulated surge in online hate speech [3], a phenomenon that, in
extreme cases, can drive individuals to take their own lives [4]. One of the most concerning
phenomena is cyberbullying, which entails the dissemination of offensive content or other
forms of violence through digital media [5–7] with the intent to harm an individual or
a group of individuals. In particular, teenagers can assume the roles of victims, perpetrators,
or simply bystanders [8] when it comes to cyberbullying. One study revealed that 36.5% of
students have experienced cyberbullying at least once in their lives. Among all types of
online comments, rude or cruel ones are the most prevalent. In a study conducted in the
United States, which involved 1501 adolescents aged 10 to 17, it was discovered that 12% of
the sample admitted to engaging in mistreatment, 4% declared themselves as victims, and
3% acknowledged being both aggressors and victims of cyberbullying [9].

The Cybercrime Division (CID) of Sri Lanka recently conducted a survey and detected
that over 1000 cases of cyberbullying have been recorded. Surprisingly, more than 90% of
university students reported being victims of cyberbullying, while nearly all survey partici-
pants stated that they knew someone who had experienced online bullying. It is alarming
to note that 80% of the reported cases of cyberbullying in Sri Lanka occurred on Face-
book, with 65% of university students admitting to sharing embarrassing videos or photos.
Furthermore, the survey reveals that 15% of users share personal information online and
9% spread inaccurate information and falsehoods about others, while only 2% post offensive
material [10].

One of the main problems of cyberbullying is its rapid spread due to the large on-
line audience. Due to the fact that phenomenon has become a daily occurrence, victims
often suffer severe consequences [11]. Based on the MetroWest Adolescent Health Survey,
Schneider et al. [12] present the relationship between victimization and five categories of
psychological distress. Information was collected from over 20,000 students. Among cyber-
bullying victims, self-harm (24%) and depressive symptoms (34%) showed the highest rates
of psychological distress. These findings highlight a concerning connection between cyber-
bullying and psychological distress, underscoring the need to address this issue urgently.

An exponential increase in social media users and the subsequent rise of the cy-
berbullying phenomenon require a thorough investigation. However, previous studies
(e.g., [13–18]) have addressed the issue using inefficient algorithms and with a limited
amount of data for training AI algorithms. In actuality, studies conducted so far for the de-
tection of the cyberbullying phenomena of social media present some significant limitations.
For instance, Perera et al. [10] used a limited number of data instances (1000 labeled textual
data) for classification by employing classifiers, like a Support Vector Machine (SVM) [19],
but achieved an accuracy of 74%, which is considered inadequate. Alotaibi et al. [20]
proposed a multicamera deep learning framework based on a dataset of 55,788 tweets and
developed a multicamera deep learning approach, but the 88% accuracy rate could still be
improved upon. Ahmed et al. [21] used a Deep Neural Network with 44,001 comments
from Facebook and attempted to develop a Hybrid Neural Network, but they achieved an
accuracy of only 85%, which may not be deemed acceptable.

Therefore, a robust and efficient model is required. In this research, we have devel-
oped a neural network model that provides highly accurate results, called the trustable
LSTM-autoencoder network (TLA-NET). Furthermore, our model is capable of ensuring very
high accuracy, overcoming the tendency of other methods to produce inaccurate results
in the final layer. Specifically, we address issues related to the lack of available data, such
as the absence of datasets for recognizing aggressive comments in Bangla and Hindi. For
devising our technique, we utilize the TRAC-2 dataset (Workshop on Trolling, Aggression,
and Cyberbullying) [22], which encompasses comments in English, Bangla, and Hindi. Fur-
thermore, we create a dataset that is entirely translated automatically into English to tackle



Future Internet 2025, 17, 84 3 of 21

data accessibility challenges. Our approach to linguistic translation is straightforward;
we employ Google Translate, which is easily accessible and free. While Google Translate
translates data between languages, it introduces a certain level of noise that may not suit
training deep learning models. We refer to this synthetic data as noisy since it undergoes
machine translation and contains various sources of noise. It is important to notice here
that, while the adoptation of Google Translate introduces, of course, a certain degree of
noise, thus reducing the accuracy of the overall dataset, in our experimental work we
applied a procedure to ensure the highest possible accuracy of the dataset to be used in our
experiments. This approach, while valuable for our actual research, is poorly automatically
generalizable in other languages. However, for each specific case, pragmatic solutions, like
ours, can be investigated.

In this study, we aim to determine whether the proposed deep learning model can
identify patterns in noisy data. Looking at the details, our TLA-NETmodel employs language
transformers, such as bidirectional encoder representations from transformers (BERT) [23]
and the Generative Pre-trained Transformer 2 (GPT-2) [24], along with simple neural
networks, like long short-term memory (LSTM) [25], bidirectional long short-term memory
(BiLSTM) [26], the LSTM-autoencoder [27–29], and Word2Vec [30].

In our experimental study, we considered the reference Bengali Cyberbullying Text
Dataset [31], which provides a reliable testbed for performance evaluation and assessment.
Also, our comparison is based on standard evaluation metrics, including accuracy, pre-
cision, recall, and F1-score [32], and advanced evaluation metrics [32], including mean
absolute error (MAE), mean squared error (MSE), and root mean square error (RMSE), plus
other components, like confusion matrices [32] and receiver operating characteristic (ROC)
curves [32]. We also consider, as competitive algorithms, some well-positioned-in-the-
community machine learning (ML) algorithms, like the decision tree (DT) [33], random forest
(RF) [34], logistic regression (LR) [35], and multilayer perceptron (MLP) models [36].

The proposed TLA-NET model delivers state-of-the-art results with an accuracy of
about 99% in the raw Bangla dataset. It also achieves top-notch performance despite the
presence of partially noisy datasets. Therefore, our method can be valuable for languages
with limited data availability. Following our approach, efforts to reduce suicide-related
incidents can be somewhat aided through the detection of aggressive comments and the
implementation of prediction-based measures (e.g., [37]).

On the other hand, collecting social media data raises the very relevant problem of
ensuring the privacy of users (e.g., [38,39]). While this problem is of evident significance, it
is not addressed in our research, and is left for future work to consider.

All considered, the primary contributions of this article can be summarized in three as-
pects, as follows:

1. TLA-NET: a trustable LSTM-autoencoder network for cyberbullying detection and
prevention on social media using synthetic data. The model follows the basic
LSTM-autoencoder framework and is capable of delivering highly accurate results.
We achieve state-of-the-art results using our proposed model.

2. We outline a process to generate synthetic data, thus achieving the so-called noisy
synthetic dataset.

3. We conduct extensive experiments by comparing TLA-NET against state-of-the-art ML
algorithms on top of a reference dataset on Bangli cyberbullying text and adopting
several authoritative evaluation metrics. This step proves essential for comparing
various neural network models under varying levels of noise intensity in the dataset.

This paper is an extension of our previous paper [40], where we provided the initial
ideas about the framework and a preliminary classification algorithm as a first prototype.
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The remaining part of this paper is organized as follows. Section 2 focuses on reviewing
several related works in the context of cyberbullying detection, prevention, and analysis
on social media. In Section 3, we examine and describe the methodological approach
that we adopted to investigate the phenomenon of cyberbullying within social networks,
by presenting our proposed TLA-NET model and the datasets used in our experimental
campaign. Section 4 presents the main algorithm implemented by our technique. After
that, Section 5 provides a detailed overview of the results obtained through the rigorous
application of our proposed TLA-NET model. Finally, Section 6 provides the conclusions of
our research and sketches possible future directions.

2. Related Work
In this section, we provide a comprehensive overview of state-of-the-art proposals and

relevant related work in the context of cyberbullying detection, prevention, and analysis
on social media.

Ref. [41] focuses on addressing the annoying problem of detecting aggressive activity
and cyberbullying behavior in textual content on social media platforms, which is criti-
cal for reducing its harmful impacts. Existing approaches leveraging traditional natural
language processing (NLP) and ML techniques often face limitations in accuracy and con-
textual understanding. To address these drawbacks, this paper proposes an automated
deep learning model using a binary chimp optimization (BCO)-based feature selection
(BCO-FSS) technique and a stacked bidirectional gated recurrent unit (SBiGRU) with atten-
tion to spatial and sequential semantic learning. The study employs datasets from various
platforms, like Formspring, Instagram, and MySpace, and integrates linguistic complexity
metrics, such as feature density (FD), and finally utilizes BERT as a baseline classifier. The
experimental evaluation of the proposed approach achieves high performance in terms
of several well-known metrics, such as accuracy, precision, recall, and F1-score. Finally,
this approach provides insights into the decision-making process of the model, due to the
incorporation of attention mechanisms that visualize how sentiment weights are assigned at
different layers.

Ref. [42] introduces an innovative and reliable framework for detecting cyberbullying
built on top of a multi-modal cyberbullying detection (MMCD) approach that integrates data
from diverse social networks. The proposed model effectively addresses the limitations of
traditional text-based detection methods in handling the multifaceted nature of cyberbully-
ing, by integrating hierarchical attention networks (HANs) with multi-modal data, including
visual, textual, and temporal features, in order to provide a holistic cyberbullying detection
platform. Specifically, it incorporates a self-attention-based BiLSTM model and HAN model
focusing on word and comment levels, and other embedding techniques. The integration
of these components enables efficient information merging and contributes to the effective
resolution of the complex issue of cyberbullying. Moreover, the experimental analysis
conducted over three social media datasets highlights that the MMCD model achieves greater
performance when compared with several state-of-the-art models in terms of accuracy
and F1-score.

In Ref. [43], the authors propose RoBERTaNET, an enhanced RoBERTa transformer model
tailored for cyberbullying detection with global vectors for word representation (GloVe)
word embedding features. Through this innovative approach, this research deals with the
challenge of automatically identifying cyberbullying in Tweets from a publicly available
cyberbullying dataset. The experimental analysis involves comparing the proposed ap-
proach with several state-of-the-art machine learning (e.g., random forest (RF), support
vector machine (SVM), k-nearest neighbor (KNN)), deep learning (e.g., bidirectional long
short-term memory (BiLSTM), convolutional long short-term memory (ConvLSTM)), and
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transformer-based models (e.g., bidirectional encoder representations from transformers
(BERT)). The results demonstrate the effectiveness of RoBERTaNET by achieving a notable
95% accuracy, along with 95%, 97%, and 96% for precision, recall, and F1-score, respectively.
In summary, this approach of combining robust transformer-based architectures with word
embedding techniques paves the way for more effective and scalable solutions.

Ref. [38] proposes FedBully, a novel federated learning (FL) approach for cyberbul-
lying detection to preserve client privacy in learning systems. The proposed approach
leverages sentence encoders for feature extraction and secure aggregation protocols in
order to ensure data privacy while enabling effective collaborative learning. Therefore, the
contributions of this research are threefold: (i) proposing FedBully for fast and privacy-
preserving cyberbullying detection by adapting secure aggregation; (ii) demonstrating that
secure aggregation protocols do not compromise model performance through extensive
evaluations; (iii) conducting detailed analysis on the sampling rate and dataset imbalance
to provide insights into the model sensitivity. Furthermore, an extensive experimental
evaluation is conducted to optimize FedBully hyperparameters, in addition, it should be
noted that the model achieves promising classification performance, with an over 93% of
AUC metric over public large-scale cyberbullying datasets.

In Ref. [44], the authors present Bengalibullying, a robust hybrid machine learning
model for cyberbullying detection in the Bengali language on social media. The pro-
posed approach incorporates effective text preprocessing, TfidfVectorizer (TF-IDF)-based
feature extraction, and instance hardness threshold (IHT) resampling to address dataset
imbalance and improve model performance. Moreover, this research performs a compar-
ative analysis with several ML models by using state-of-the-art metrics (e.g., accuracy,
recall, F1-score, etc.). Using a publicly available dataset of 44,001 Bengali comments, the
model achieves state-of-the-art results, with 98.57% accuracy in binary classification and
98.82% in multi-label classification, which outperforms all prior efforts in this domain.
This research demonstrates the model’s potential for real-life application in cyberbullying
detection systems, and offers a powerful tool for fighting cyberbullying across multiple
language contexts.

3. Methodology
In this section, we carefully examine the methodological approach adopted to inves-

tigate the phenomenon of cyberbullying within social networks. The methodology not
only provides the framework through which data are collected and analyzed but also
emphasizes the accuracy and validity of the results obtained. This section outlines in detail
each step taken to ensure a rigorous and scientifically sound approach to our work.

3.1. Dataset Specification

In this research, the TRAC-2 dataset [22] is selected based on specific criteria to ensure
its relevance and suitability for evaluating our proposed model performance in multilingual
contexts. This dataset includes labeled comments in English, Hindi, and Bangla, which pro-
vides a valuable resource for analyzing cyberbullying detection across languages with lim-
ited data availability. The inclusion of aggressive, misogynistic (i.e., gender-discriminatory),
and non-aggressive labels further aligns with our model focus on identifying harmful
online content in diverse linguistic settings.

The dataset used to describe our complex approach comes from TRAC-2 [22]. It
comprises 25,000 comments from three social media platforms, namely Facebook, YouTube,
and Twitter, in three languages, namely English, Bengali, and Hindi [45]. More specically,
according to the guidelines provided by [22], since comments are, of course, of different
sizes, in order to have equal-sized comments, string padding has been used, so that
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the final comments’ lengths were 30, 38, and 33 words for English, Hindi, and Bangla,
respectively. On the other hand, the longest comments’ lengths were 58, 72, and 62 words
for English, Hindi, and Bangla, respectively. The shared task includes two groups: Sub-task
A (aggressive comments) and Sub-task B (misogynistic comments). Sub-task A consists
of three classes: (i) no comments are annotated as covertly aggressive (CAG), (ii) the direct
aggressive comments are annotated as overtly aggressive (OAG), and (iii) non-aggressive
comments are annotated as non-aggressive (NAG). Similarly, Sub-task B contains two classes:
GEN and NGENA. A comment that indicates a man, woman, or transgender individual is
annotated as GEN, and a comment that does not indicate gender is annotated as NGEN. In
particular, for the sake of simplicity, we used all the comments for our analysis, considering
both the emotionally problematic parts and the safe parts of comments. Clearly, a finer
analysis could be devised, such as extracting only the emotionally problematic parts from
comments. This research aspect, while very interesting, is outside the scope of our paper,
and is left for future work. All three datasets contain both training and test sets. In our
project, we conducted experiments on Sub-task A, as the features of Sub-task A align
perfectly with our goal of prediction, which is cyberbullying detection. The statistics of the
dataset provided by the organizations are displayed in Table 1.

To provide more details, some examples of the text data stored in the target dataset
are shown in Figure 1.
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Table 1. Label distribution in the target dataset for Sub-task A classification.

Author Data Source Instance Method Limitation

Set NAG OAG CAG Total

English Training 3375 435 435 4263

English Testing 836 117 113 1066
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Table 1. Cont.

Author Data Source Instance Method Limitation

Set NAG OAG CAG Total

Hindi Training 2245 823 910 3984

Hindi Testing 578 211 208 997

Bangla Training 2078 898 850 3826

Bangla Testing 522 218 217 957

3.2. Dataset Preprocessing and Augmentation

To create semi-noisy data, we add noise to the raw data to the dataset in order to
address imbalance issues. The initial data we use are highly imbalanced for Sub-task A. The
imbalanced data performs poorly when predicting aggressive comments. The NAG cate-
gory comprises 50% of the total text data, while the OAG and CAG categories make up the
other 50% of the total text data. To resolve the imbalanced data issue, we augment the text
data in a manner that ensures that all classes have nearly the same amount of text data. We
employ two methods for the augmentation process: noise addition and data translation.

Noise Addition. We add noise by replacing words with synonyms or antonyms,
inserting random stop words and rearranging certain words in the raw text data. This
process expands the corpus size while maintaining the original context of the dataset.

Data Translation. Data undergo translation from one language to another, such as
from English to Bangla, utilizing Google Translate, as already mentioned. All languages
encompass identical sub-tasks and classes. Consequently, we perform translations across
all feasible combinations until the dataset attains equilibrium. We have translated texts for
the NAG, OAG, and CAG classes within Sub-task A.

We add texts from the noise augmentation process and texts from the translation
augmentation process into the raw data so that the new corpus contains an almost equal
number of text data for Sub-task A. The dataset’s statistics, after incorporating the aug-
mented data with the raw data, are presented in Table 2.

Table 2. Label Distribution in the Augmented Raw Dataset.

Set NAG OAG CAG Total

English Training 3375 2251 2546 8172

English Testing 836 117 113 1066

Hindi Training 2245 3497 1810 7552

Hindi Testing 578 211 208 997

Bangla Training 2078 1959 1966 6003

Bangla testing 522 218 217 957

3.3. Fully Machine-Translated Data

Through the translation augmentation process, we generate a comprehensive, fully
noisy machine-translated English dataset. We translate the Sub-task A texts from Bangla
and Hindi into English to create the new dataset. The statistics of the entire translated data
are presented in Table 3.
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Table 3. Label distribution in the fully translated English dataset.

Set NAG OAG CAG Total

English Training 4373 3096 2588 10,057

Some examples of the fully-noisy machine-translated English data are shown
in Table 4.

Table 4. Example of fully-noisy machine-translated English dataset with categories.

Text Set

It doesn’t matter if Moumita Sarkar or Hindu Der Modda is extramarrief
Kora. Well said, brother. NAG

What are you looking at? 200 rupees has been said to be 1000 rupees, there
is a mobile phone,
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Disliked n unsubscribe. Ohh wait, I wasn’t subscribed. OAG

I hat ranu Mondal. CAG

One word for all haters to die somewhere else. . . CAG

The raw text, semi-noisy, and fully-noisy datasets are converted into a machine-
understandable numerical representation. Computers exclusively comprehend numbers,
making it essential to convert text into numerical formats before inputting it into ML models.
We employ a TensorFlow.Keras tokenizer for the TLA-NET model.

3.4. Proposed Model

We create a model using an auto-encoder and LSTM for each comment. Figure 2
represents the suggested modified LSTM-autoencoder. Here, an auto-encoder is constructed
using the LSTM network; hence, we label it as the LSTM-autoencoder network. Comments
serve as the input for this LSTM-autoencoder; then, they are encoded, decoded, and
reconstructed to their original forms. The network aims to minimize the distance between
the reconstructed representation and the original input as it learns. Our initial training of
a standard auto-encoder, which is an auto-encoder with only basic neural layers, resulted
in very poor performance. The default auto-encoder treats each word as a separate input
and does not consider the order or sequence in which they appear in a comment text.
Consequently, there was significant loss during the training phase because comment inputs
are sequential texts and the LSTM network is specifically designed to handle such sequences
of input data. Therefore, we chose the LSTM-autoencoder as the foundational concept for
our proposed model.

The trustable LSTM-autoencoder network depicted in Figure 2 can be broadly divided
into five subparts: (i) a stacked LSTM encoder, (ii) repeated vectors, (iii) a stacked LSTM
decoder, (iv) reconstruction loss, and (v) the WisdomNet. In the following paragraphs, we
describe each of these components.

Stacked LSTM encoder. The term stacked LSTM network refers to an LSTM network
that has multiple stacked LSTM layers. The network becomes more complex and deep as
the LSTM layers are stacked. In the stacked LSTM encoder part, a lower LSTM layer provides
multiple outputs to its upper LSTM layer, unlike a single output. In other words, it generates
an output for each time step of input rather than a single output for all input steps. The last
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layer of the LSTM encoder produces a single output vector that contains details about the
entire comment.
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Repeat vectors. The next task is to reconstruct the inputs from the encoded input
sequence. This means that we have a single output vector from the stacked LSTM encoder
to work with in order to iteratively build the input sequence. We use the repeating vectors
to repeatedly apply the output vector to the number of time steps in the output sequence to
achieve this result.

Stacked LSTM decoder. The stacked LSTM decoder then receives these repeating
vectors as an input. This indicates that the input to the stacked LSTM decoder was the
same at every time step but had a different hidden state. The original input sequence is
reconstructed by stacking several LSTM layers.

Reconstruction loss. The actual output and the expected output for each review
Ii(i1, i2, . . . .., it) are given as Ii(i1, i2, . . . .., it) and Oi(o1, o2, . . . .., ot), respectively. The recon-
struction loss Rloss for the review Ii can be evaluated in the following way using mean
squared error (MSE):
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Rloss = Oi − Ii, (1)

To determine whether a comment is aggressive or not, we calculate the reconstruction
loss between the input Ii and the output Oi of the proposed model. We use a simple
neural network approach to obtain the threshold. When the reconstruction loss from
the auto-encoder is passed through the neural network, each comment is classified as
a common aggressive comment (CAG), a common non-aggressive comment (NAG), or com-
mon extremely aggressive comment (OAG). For each comment, the neural network returns
the group label (CAG, NAG, or OAG). The overall accuracy of the model is then determined by
comparing these predicted labels with the actual labels of the comments.

WisdomNet. WisdomNet is a neural network architecture for reliable learning that
can determine what cannot be accurately classified. The WisdomNet is constructed in
four phases: (i) a standard neural network is trained and misclassified training samples are
identified; (ii) a new network is created based on the trained network; (iii) a new neuron is
added to the output layer to produce the label “unable to classify”; (iv) the new network is
retrained using only the misclassified training samples. Similar to the neuron that returns
the class label, the conjugate neuron also produces a rejection or the label unable to classify
in this situation.

The proposed model takes each comment in parallel through three stacked LSTM en-
coders (stacked LSTM encoder 1, stacked LSTM encoder 2, and stacked LSTM encoder 3).
Each encoder encodes the input and immediately passes it through repeat vectors to re-
construct its shape. Each reshaped encoded output then passes through another stacked
LSTM encoder. Finally, the outputs from the three stacked LSTM encoders are fed into
a meta-learner to provide a single encoded output. The meta-learner is a simple RNN model
that quickly learns from weighted inputs. The single output then passes through a repeat
vector to reshape it before feeding into the stacked LSTM decoder.

The final outputs of the decoders are fed into a meta-learner, which is a simple
neural network designed to provide a single output. This single output is then used for
repeat vectors to scale the information, and it is subsequently employed to compute the
reconstruction loss. During the final phase of the reconstruction calculation, a neuron
called WisdomNet is connected to the simple neural network to learn from the misclassified
outputs. We iterate the optimization process using gradient descent until we achieve
an error greater than 5 and a misclassification rate higher than 5%, ensuring a highly
accurate result.

4. Main Algorithm
In this section, we provide the main algorithm implemented by our technique, i.e.,

Algorithm 1, namely CyberbullismDetectionAndAnalysis, which is expressed in Java-
inspired pseudo-language.

Algorithm 1. Algorithm CyberbullismDetectionAndAnalysis

AlgorithmAlgorithmAlgorithm CyberbullismDetectionAndAnalysis

InputInputInput Collection of comments from social media.
OutputOutputOutput Evaluation of comments: aggressive, non-aggressive, and accuracy,
precision, recall, f1_score, roc_curve, confusion_matrix metrics.

importimportimport org.tensorflow.lite.Interpreter;
importimportimport org.tensorflow.lite.gpu.GpuDelegate;
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Algorithm 1. Cont.

importimportimport org.tensorflow.lite.support.common.FileUtil;
importimportimport org.tensorflow.lite.support.model.Model;
importimportimport org.tensorflow.lite.support.model.Model.Options;
importimportimport java.util.List;
importimportimport org.apache.commons.io.FileUtils;
importimportimport org.apache.commons.text.similarity.CosineDistance;
importimportimport org.deeplearning4j.models.word2vec.WordVectors;
importimportimport
org.deeplearning4j.text.tokenization.tokenizer.preprocessor.CommonPreprocessor;
importimportimport
org.deeplearning4j.text.tokenization.tokenizer.preprocessor.TokenPreProcess;
importimportimport
org.deeplearning4j.text.tokenization.tokenizerfactory.DefaultTokenizerFactory;
importimportimport org.deeplearning4j.text.tokenization.tokenizerfactory.TokenizerFactory;
importimportimport edu.stanford.nlp.util.Pair;
importimportimport org.tensorflow.lite.support.tensorbuffer.TensorBuffer;

public classpublic classpublic class CyberbullismDetectionAndAnalysis {
private static finalprivate static finalprivate static final String BERT_MODEL_PATH = “bert_model.tflite”;
private static finalprivate static finalprivate static final String GPT2_MODEL_PATH = “gpt2_model.tflite”;
private static finalprivate static finalprivate static final String LSTM_MODEL_PATH = “lstm_model.tflite”;
private static finalprivate static finalprivate static final String BILSTM_MODEL_PATH = “bilstm_model.tflite”;
private static finalprivate static finalprivate static final String LSTM_AUTOENCODER_MODEL_PATH =
“lstm_autoencoder_model.tflite”;
private static finalprivate static finalprivate static final String WORD2VEC_MODEL_PATH = “word2vec_model.bin”;
private static finalprivate static finalprivate static final TokenPreProcess TOKEN_PRE_PROCESSOR = new
CommonPreprocessor();
private static finalprivate static finalprivate static final TokenizerFactory TOKENIZER_FACTORY = new
DefaultTokenizerFactory();
private static finalprivate static finalprivate static final CosineDistance COSINE_DISTANCE = new CosineDistance();
private static finalprivate static finalprivate static final float SIMILARITY_THRESHOLD = 0.5f;

// Load the previously trained LSTM model
private staticprivate staticprivate static Interpreter modelLSTM = newnewnew
Interpreter(FileUtils.loadMappedFile(LSTM_MODEL_PATH));

// Load the previously trained BiLSTM model
private staticprivate staticprivate static Interpreter modelBiLSTM = newnewnew
Interpreter(FileUtils.loadMappedFile(BILSTM_MODEL_PATH));

// Load the previously trained LSTM-Autoencoder model
private staticprivate staticprivate static Interpreter modelLSTMAutoencoder = newnewnew
Interpreter(FileUtil.loadMappedFile(LSTM_AUTOENCODER_MODEL_PATH));

// Load the previously trained Word2Vec model
private staticprivate staticprivate static WordVectors modelWord2Vec =
WordVectorSerializer.readWord2VecModel(WORD2VEC_MODEL_PATH);

// Class constructor
public staticpublic staticpublic static CyberbullismDetectionAndAnalysis() {
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Algorithm 1. Cont.

// Implementation of the system setup
}

// Function to label an aggressive comment using BERT
public static intpublic static intpublic static int labelCommentBERT(String commentText) {
// Implementation for BERT labelling
returnreturnreturn predictedLabel;
}

// Function to label an aggressive comment using GPT-2
public static intpublic static intpublic static int labelCommentGPT2(String commentText) {
// Implementation for GPT-2 labeling
returnreturnreturn predictedLabel;
}

// Function to label an aggressive comment using LSTM
public static intpublic static intpublic static int labelCommentLSTM(String commentText) {
// Implementation for LSTM labelling
returnreturnreturn predictedLabel;
}

// Function to label an aggressive comment using BiLSTM
public static intpublic static intpublic static int labelCommentBiLSTM(String commentText) {
// Implementation for BiLSTM labelling
returnreturnreturn predictedLabel;
}

// Function to label an aggressive comment using LSTM-Autoencoder
public static intpublic static intpublic static int labelCommentLSTMAutoencoder(String commentText) {
// Implementation for LSTM-Autoencoder labelling
returnreturnreturn predictedLabel;
}

// Function to label an aggressive comment using Word2Vec
public static intpublic static intpublic static int labelCommentWord2Vec(String commentText) {
// Implementation for Word2Vec labelling
returnreturnreturn predictedLabel;
}

// Function to evaluate a model returning accuracy, precision, recall, f1_score,
roc_curve, confusion_matrix
public static List<Float> evaluateModel(List<Integer> predictedLabel,
List<Integer> realLabel) {
// Implementation for model evaluation
returnreturnreturn evaluationMetrics;
}
}

As shown by Algorithm 1, our technique exploits well-understood deep learning
methods to magnify the process of detecting, preventing, and analyzing cyberbullying on
social media.
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5. Experimental Analysis and Results
This section provides a detailed overview of the results obtained through the rigorous

application of our methodology. Through graphs, statistics, and in-depth interpretations,
we unveil the nuances and trends that outline the complex landscape of this digital phe-
nomenon. The results presented here not only address the research questions but also open
new perspectives and questions that will enrich the academic and practical discourse on the
dynamics of cyberbullying within social networks. This study presents a hybrid machine
learning approach for online cyberbullying detection. The developed procedure consists of
several processes: (i) text preprocessing to prepare the comments, (ii) feature extraction to
transform the processed text into numerical information, and (iii) resampling to balance
the data.

5.1. Experimental Setup

To create the proposed model, experiments were conducted by considering the Ben-
gali Cyberbullying Text Dataset [31]. The usage of a specific dataset for the experimental
phase improves our analysis. As regards the computational infrastructure, we made use of
a workstation running the Microsoft Windows 10 Pro operating system with an Intel(R)
Core(TM) i7-10700 CPU at 2.90 GHz, a 500 GB SSD, and 16 GB RAM. The programming lan-
guage used is Python, along with standard libraries including Pandas, NumPy, Matplotlib,
Seaborn, TensorFlow, Keras, Scikit-learn, and others. It should be further noted here that,
in our experimental assessment and analysis, we only explore the Bangla language as the
input, so as to better test the sensitivity of the results and the independence of the core
technique, similarly to other studies in the field (e.g., [46]). As a comparison, we considered
several state-of-the-art ML algorithms (see Section 1), namely DT, RF, LR, and MLP.

5.2. Performance Evaluation Metrics

The parameters used to evaluate the model’s performance are (see Section 1) as follows:
accuracy, precision, recall, F1-score, MAE, MSE, RMSE, confusion matrices, and ROC curves.
While accuracy, precision, recall, and F1-score are classical ML metrics [32], the other MAE,
MSE, and RMSE parameters are defined as follows:

MAE =
∑n

i=1 predicted(i)− actual(i)
n

, (2)

MSE =
∑n

i=1(predicted(i)− actual(i))2

n
, (3)

RMSE =

√
∑n

i=1(predicted(i)− actual(i))2

n
(4)

where n is the total number of samples; actual(n) is the set of actual values with n samples;
predicted(n) is the set of predicted values with n samples.

Confusion matrices are defined as a tool used to evaluate the performance of a classifi-
cation model on a test dataset. They are particularly useful when working with supervised
classification problems, when one is trying to predict categories or classes for observations
based on certain characteristics.

ROC curves are a graph used to evaluate the performance of a binary classifier, such
as an ML model that must distinguish between two classes, for example, positive and
negative. ROC curves display the relationship between the true positive rate (TPR) and the
false positive rate (FPR) as the classifier’s decision threshold varies. The TPR represents the
fraction of positive examples correctly classified as positive, while the FPR represents the
fraction of negative examples incorrectly classified as positive. The ROC curve illustrates
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the trade-off between the sensitivity (TPR) and specificity (1 − FPR) of the classifier as the
threshold varies. An ideal classifier will have an area under the curve (AUC) equal to 1,
meaning that it can perfectly distinguish between classes. A random classifier will have
an AUC of 0.5, as its discriminatory ability is akin to tossing a coin. The higher the AUC, the
better the classifier’s performance in distinguishing between classes.

K-fold cross-validation (CV) [32] is a common technique used in ML to assess the
performance of a predictive model while simultaneously reducing the risk of overfitting.
This technique divides the available dataset into K parts, known as folds, of approximately
equal size. Subsequently, the model is trained and evaluated K times, each time using
a different part of the dataset as the test set and the remaining K − 1 parts as the training
set. The goal of K-fold cross-validation is to evaluate how well the model generalizes to
unseen data, avoiding the risk of misleading evaluations due to specific random divisions
of the dataset. In our model, K has been set to 10.

5.3. Analysis of Experimental Results

Experiments for classification were conducted using both the binary method and
the multi-class method. In the following subsection, we present the results related to
both methods.

Binary results analysis. The performance analysis of the binary classification is
displayed in Figures 3 and 4.

The confusion matrices are depicted in Figure 5.
The ROC curves are presented in Figure 6.
From Figures 3–6, in the analysis of binary results, we find that TLA-NET produces

a better outcome in terms of both performance rate and a lower error rate, as well as a better
AUC score.

Multi-class results analysis. The performance analysis of the multi-class classification
is displayed in Figures 7 and 8.

The confusion matrices are depicted in Figure 9.
The ROC curves are presented in Figure 10.
From Figures 7–10, in the analysis of the multi-class results, we find that TLA-NET

yields better performance rates and a lower error rate, as well as a superior AUC score.
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6. Conclusions and Future Work
Bullying often occurs on social media because it provides aggressors with a place

to hide, making them difficult to track down and avoiding direct confrontation. This
situation makes it challenging to identify instances of bullying, resulting in suffering for
the victims and often causing mental distress, sadness, and, in severe cases, even suicide.
In response to this toxic climate on social media, it is essential to take proactive as well as
reactive action. With the goal of classifying cyberbullying, this study has presented the
process of automatically translated data generation and how deep learning models perform
on this dataset. Furthermore, a modified LSTM-autoencoder model has been developed,
which offers highly accurate performance on both noise-free and noisy data. The raw data
represent the dataset we collected from the organization. The semi-noisy dataset refers to
the augmented data we added to the raw data, while the noisy dataset refers to the data we
translated from the Bangla and Hindi languages to the English language dataset. We have
conducted a comparative analysis of our proposed model against some state-of-the-art ML
approaches. To evaluate the model performances, we have used several state-of-the-art
metrics and composite evaluation tools.

Our performance evaluation has shown that, in comparison to ML models, the proposed
TLA-NET model achieved the best accuracy performance on the raw Bangla dataset. Overall,
the results obtained from traditional models are not satisfactory. However, our developed
model has overcome the shortcomings of existing models and has achieved excellent
accuracy performance, as described. Using our approach, future researchers will be able to
analyze various issues associated with text datasets that were previously neglected due to
data availability. With our TLA-NET model, they will be able to detect cyberbullying with
high precision on social media.

Following the results of our study, we can derive several implications for future
research efforts, which could signficantly extend our efforts.
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Anomaly detection. When dealing with cyberbullying comments, a relevant problem
relates to how to detect anomalies in text, perhaps following some state-of-the-art proposals
(e.g., [47]). This will increase the quality and the accuracy of both the target dataset and the
ML analysis performed on top of it.

Visualization metaphors. A relevant future research direction for cyberbullying
detection and analysis is represented by the issue of supporting advanced visualization
metaphors (e.g., [48]) in order to improve data visualization paradigms over cyberbullying
activities (e.g., [49]). The latter property will improve the precision of the analysis and the
effectiveness of actions for combatting cyberbullying in society.

Performance and scalability. Last but not least, the performance and scalability
aspects of algorithms for supporting cyberbullying detection and analysis play a relevant
role, like in actual big data trends (e.g., [50–52]). In fact, social media can easily originate
datasets with classical 3V characteristics (volume, velocity, and variety), so specialized
solutions are necessary to ensure executions that scale with the data growth.
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